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ABSTRACT

Large language models (LLMs) have demonstrated strong mathematical reason-
ing and autonomous research abilities, yet whether they can assist the rigorous
construction and verification of machine learning (ML) theory remains underex-
plored. Since ML theory rests on precise assumptions and derivations, we ground
our study in Lean, which mechanically checks every derivation against its stated
assumptions. Mirroring how theory is actually developed and refereed, we frame
formal ML theory research as two complementary capabilities: forward construc-
tion, which assists theory derivation, and backward verification, which assists
reviewing. We instantiate this framework in the Machine Learning Lean Proof
Benchmark (MLP-Bench), a 360-problem benchmark spanning 16 topics. For-
ward construction is realized by two tasks, formalizing natural-language (NL)
theorems into Lean statements and proving given Lean statements. Backward ver-
ification is realized by a third task, judging whether a proof is correct and, if not,
localizing the first erroneous step with Lean-checked evidence. Evaluating 11
models, forward construction remains challenging. Auto-formalization reaches at
most a 27.5% bidirectional equivalence (BEq) pass rate against gold Lean state-
ments, with omitted implicit assumptions a major failure mode, and specialized
provers solve 0.0% of theorem-proving problems. In backward verification, mod-
els localize errors more reliably by constructing Lean-checked refutation than by
attempting to prove each step. To our knowledge, MLP-Bench is the first Lean
benchmark for end-to-end LLM assistance in ML theory research.

1 INTRODUCTION

Large language model (LLM) agents have been widely used for assisting scientific research. Idea-
generation agents propose hypotheses and identify promising research directions (Lu et al., 2024).
These ideas can then be implemented by coding agents, which run experiments, debug them, and
inspect the results (Huang et al., 2024b; Schmidgall et al., 2025). At the other end of the pipeline
sit review agents, which rely on the surrounding literature to assess a paper along multiple dimen-
sions (Liu et al., 2026; Zhu et al., 2025). However, these efforts largely center on empirical research,
and whether LLMs can assist in rigorously constructing and verifying theoretical results remains un-
clear. The gap matters because the two kinds of claims are checked differently: an empirical claim
can be re-checked by rerunning an experiment, whereas a theoretical claim is trustworthy only when
every assumption holds and every logical step is sound. Although LLMs show strong mathemati-
cal reasoning, they still produce subtle logical errors and struggle to repair them without external
feedback (Lewkowycz et al., 2022; Huang et al., 2024a). Assessing whether LLM agents can rig-
orously assist theoretical ML research end-to-end, from constructing theorems to verifying them, is
therefore an important but unaddressed problem.

Lean 4 (de Moura & Ullrich, 2021) offers a rigorous testbed for this problem. Its kernel checks every
assumption and step, and its Mathlib library (The mathlib Community, 2020) supplies a broad base
of formalized mathematics to build on. Recent frontier models have used it to formalize a claimed
resolution of the Navier–Stokes Millennium Prize Problem (OpenAI, 2026) and an existing proof
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Table 1: Comparison with representative proof-reasoning benchmarks. ✓ marks an explicitly tar-
geted capability; “research-level” denotes realistic research or graduate-level material.

Benchmark Source Auto-
formalization

Theorem-
proving

Proof-
verification

Research-
level

ML
theory

ProofNet (Azerbayev et al., 2023) Textbooks ✓ ✓ × × ×
LeanDojo (Yang et al., 2023) Formal libraries × ✓ × × ×
PutnamBench (Tsoukalas et al., 2024) Competition × ✓ × × ×
RLM25 (Poiroux et al., 2025) Research projects ✓ × × ✓ ×
FormalMATH (Yu et al., 2025) Mixed exercises × ✓ × × ×
FormalML (Yang et al., 2026) Formal libraries × ✓ × × ✓
ProcessBench (Zheng et al., 2025) Math solutions × × ✓ × ×
Hard2Verify (Pandit et al., 2026) Competition math × × ✓ × ×
ArxivMathGradingBench (Barkallah et al., 2026) Research papers × × ✓ ✓ ×

MLP-Bench (ours) Research papers, textbooks,
graduate lectures ✓ ✓ ✓ ✓ ✓

of Fermat’s Last Theorem (Anthropic, 2026), underscoring its growing role in assisting verifiable
theoretical research. However, existing Lean benchmarks largely target competition problems, text-
book exercises, or goals drawn from formal libraries (Zheng et al., 2022; Azerbayev et al., 2023;
Yang et al., 2023; Tsoukalas et al., 2024). FormalML moves toward ML theory but evaluates sub-
goal completion inside an existing Lean skeleton (Yang et al., 2026). Table 1 shows that no prior
benchmark jointly covers auto-formalization, theorem-proving, and proof-verification for research-
level ML theory. This gap matters, because research-level ML theory requires models to recover
assumptions left implicit in papers when formalizing claims, construct long, multi-step proofs from
scratch under Lean feedback, and scrutinize the logical rigor of proof steps. We therefore ask: are
today’s LLM agents ready to assist theoretical ML research end-to-end under formal verification?

To answer this question, we introduce MLP-Bench (Machine Learning Lean Proof Benchmark),
which evaluates LLM agents on the complementary capabilities of forward construction and back-
ward verification for theoretical ML in Lean, spanning three tasks. The forward mode covers two
tasks: auto-formalization and theorem-proving. In auto-formalization, a model is given an informal
theorem and its surrounding context and must faithfully translate the theorem into a Lean statement;
in theorem-proving, a model is given a human-verified Lean statement and required to construct a
complete proof. The backward mode covers proof verification. Each instance presents 3–5 con-
secutive theorems from a paper or textbook, each with a multi-step proof, either fully correct or
containing an error. A model must judge correctness and, if incorrect, localize the first erroneous
step with Lean-checked evidence. Figure 1 illustrates all three tasks with concrete examples.

Evaluating models on MLP-Bench yields three key findings. First, auto-formalization remains a
major bottleneck: even the strongest model, Claude-Opus-5, reaches only a 27.5% BEq pass rate
against gold Lean statements, with a major failure mode arising because ML theorems leave as-
sumptions such as integrability or measurability implicit, and models struggle to recognize them
and write them explicitly in Lean. Second, specialized Lean provers score 0.0% on our theorem-
proving task and remain markedly weaker on individual, decomposed proof steps, suggesting that
pure-mathematics training data does not generalize to ML theory. Third, in backward verification,
requiring a Lean-checked refutation to reject a step localizes errors far more reliably than rejecting
on proof failure, suggesting that models are better at finding counterexamples than at proving steps.

Our contributions are summarized as follows:

• We propose a forward–backward framework for evaluating end-to-end LLM assistance
in theoretical ML research under formal verification, and instantiate it as MLP-Bench,
spanning auto-formalization, theorem-proving, and proof-verification.

• Our benchmark innovates by focusing on graduate- and research-level ML theory, whose
theorems leave assumptions implicit and whose proofs are substantially longer and harder
than those of the competition-level problems prior Lean benchmarks emphasize.

• We identify implicit-assumption recovery as a bottleneck in forward construction and show
that complete theorem-proving benefits substantially from the agentic setting. For back-
ward verification, requiring Lean-checked refutations yields more reliable error localiza-
tion than flagging steps on proof failure.

More broadly, MLP-Bench offers a testbed for tracking whether agentic systems can move beyond
empirical experimentation to construct and scrutinize theoretical claims rigorously. Its findings point
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Forward Construction

Backward Verification

Natural Language Statement

Let  be independent random
variables taking values in [0,1] with
common mean . For every ,

 

Stated in NL

Implicit Assumptions

From Context

  theorem example_theorem
      {Ω : Type*} [MeasurableSpace Ω]
      {n : ℕ} (hn : 0 < n)
      (P : Measure Ω) [IsProbabilityMeasure P]
      (X : Fin n → Ω → ℝ)
      (m ε : ℝ)
      (h_meas : ∀ i, Measurable (X i))
      (h_indep : iIndepFun X P)
      (h_bound : ∀ i, ∀ᵐ ω ∂P, X i ω ∈ Set.Icc (0 : ℝ) 1)
      (hm : ∀ i, ∫ ω, X i ω ∂P = m)
      (hε : 0 < ε) :
      P.real {ω |
        m + ε ≤ (n : ℝ)⁻¹ * ∑ i, X i ω}
          ≤ Real.exp (-2 * (n : ℝ) * ε ^ 2) ∧
      P.real {ω |
        (n : ℝ)⁻¹ * ∑ i, X i ω ≤ m - ε}
          ≤ Real.exp (-2 * (n : ℝ) * ε ^ 2) := by
    sorry

Assumptions Auto-formalization

Lean
Verification

Natural Language Proofs

Wrong proof

Correct Proof

Formal Language Prove

Formal Language Refute

Step 1

Step 2

Step 3

have h₁ : (dot x z)^2 = (normSq x)^2 := by
  exact h

have h₂ : dot x (dot z x • z) = (dot x z)^2 := by
  dsimp [dot]; ring

have h₃ : (dot x z)^2 = normSq x * normSq z := by
-- FAIL: unsolved goal

Verified

Verified

Failed

abbrev Vec₂ := ℝ × ℝ

def dot (x z : Vec₂) : ℝ :=
  x.1 * z.1 + x.2 * z.2

def normSq (x : Vec₂) : ℝ := dot x x

def P (x z : Vec₂) : Prop :=
  (dot x z)^2 = (normSq x)^2 →
  (dot x z)^2 = normSq x * normSq z

-- 💡  Counterexample: x = (1, 0), z = (1, 1)

-- Premise: 1 = 1; Step 3: 1 = 2

theorem disprove_step3 :
    ¬ P (1, 0) (1, 1) := by
  norm_num [P, dot, normSq]

Lean accepted - Step 3 refuted

Proof
Verification

Theorem
Proving

Formalization

Figure 1: MLP-Bench forward-backward framework: Forward construction (top) covers auto-
formalization and theorem-proving. Backward verification (bottom) covers proof verification, local-
izing the first erroneous step with Lean-checked evidence. Check Section 2 for further details.

toward directions for future work, from closing the assumption-recovery gap in auto-formalization
to building practical verification tools on Lean-checked refutation.

2 MLP-BENCH

To assess how well LLM agents can assist theoretical ML research, we introduce MLP-Bench,
comprising 360 problems across 16 topics. It evaluates forward construction and backward verifi-
cation in Lean through auto-formalization, theorem-proving, and proof-verification. In this section,
we describe the design and construction of the three tasks in detail.

2.1 BENCHMARK CONSTRUCTION

2.1.1 DATA COLLECTION & PROCESSING

For forward construction, we draw graduate-level tasks from graduate instructional materials and
research-level tasks from Journal of Machine Learning Research (JMLR) papers published between
2002 and 2024. For proof verification, each problem consists of three to five ordered theorems with
their NL proofs. Fully correct groups are taken from textbooks, graduate lecture notes, and JMLR
papers, while real flawed cases are recovered from ICLR submissions and public peer reviews from
2016 through 2026 (OpenReview, 2026). In addition to these real flawed cases, we construct syn-
thetic cases by introducing a localized error into a verified proof, such as weakening an assumption
or reversing an inequality; to ensure diverse error types, LLMs generate a large pool of candidate er-
rors under rubrics, from which the authors select representative ones. The distribution over real and
synthetic flawed cases is shown in Appendix A.2. The source collections are listed in Appendix A.1.
We include source materials only when their licenses permit open release of the derived benchmark
data or their authors have granted permission for such release. We convert each source PDF to
Markdown using MinerU (Wang et al., 2024) and then use GPT-5.5 to extract necessary context.

2.1.2 FORMALIZATION & VALIDATION

For forward-construction tasks, the authors first outline each formalization, and an LLM agent fills
in the Lean statement. The agent strictly follows this outline, writing out in Lean the implicit as-
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sumptions and notation expansions the authors identified. Candidates undergo manual semantic
faithfulness checks and Lean compilation, with failures revised by the authors using compiler and
proof-state feedback. Proofs are then constructed through a human-in-the-loop process that follows
the original NL proof, with reviewers continually checking faithfulness and correcting statement
issues until complete Lean-checked proofs are obtained. All 120 Lean statements have gold proofs
aligned with their original NL proofs. For theorem-proving instances, we remove the target Lean
proof while retaining the NL statement as context.

For proof-verification, error locations are recorded when synthetic errors are introduced or when
cases are curated from flaws identified in peer reviews. Human reviewers verify that, within each
flawed group of theorem–proof pairs, the labeled step is the first substantive error, with all preceding
steps valid. A substantive error is a false claim or an invalid proof step under the stated assumptions,
even if the theorem’s conclusion remains true. Minor issues commonly tolerated in ML theory (e.g.,
trivially valid boundary cases or loose but valid bounds) do not count; see Appendix D.1 for detailed
criteria. For groups labeled as correct, reviewers check every theorem and proof to confirm that no
substantive error is present. Reviewer qualifications are given in Appendix A.3.

2.1.3 BENCHMARK STATISTICS

MLP-Bench contains 120 theorem instances for
forward construction, each yielding one auto-
formalization problem and one theorem-proving prob-
lem, for a total of 240 problems. Each theorem in-
stance includes the original NL theorem, context, and
proof, along with a verified Lean statement and its
gold proof. 120 backward-verification problems each
present three to five ordered theorems with their NL
proofs, with 60 problems containing a substantive er-
ror, while the remaining 60 are fully correct. Together,
these form 360 problems over 240 instances (120 the-
orems and 120 verification groups) across 16 topics;
Figure 2 shows their topic distribution.
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Figure 2: Topic distribution of MLP-Bench.
2.2 TASK DESCRIPTION

In this section, we describe the forward-construction and backward-verification tasks. Case studies
and prompts are provided in Appendices E and F, respectively.

2.2.1 FORWARD CONSTRUCTION

Auto-formalization. Given a Lean 4 file with one target theorem’s statement blanked out, together
with the NL source theorem and its context, the model must restore the text between the theorem’s
name and := while preserving the intended mathematical meaning. The proof is fixed to sorry,
isolating statement formalization from proving. We evaluate the generated statement against its
gold Lean statement with BEq (Liu et al., 2025b), a faithfulness metric that deems two statements
equivalent when each can be rewritten into a form definitionally equal to the other. For higher recall,
we let two strong agents derive each statement from the other, accepting equivalence only when
Lean verifies both directions and the derivations pass the gates of Appendix B.3. We also report a
validity rate: the proportion of generated statements that compile and that neither agent refutes. BEq
inherits the high-precision design of the original metric, so certified pairs can be trusted as faithful
even if some true equivalences go uncertified. Validity instead gives a loose upper bound with high
recall, since every faithful statement compiles and cannot be refuted.

Theorem-proving. Given a Lean 4 file with a human-verified target statement and its proof re-
placed by sorry, the model must supply a complete Lean proof without changing the statement.
Unlike auto-formalization, this task provides the formal claim and evaluates only the ability to prove
it. We report the proportion of problems solved, counting a proof as successful only when Lean ac-
cepts the completed proof without sorry or newly introduced axioms.

2.2.2 BACKWARD VERIFICATION

Proof-verification. Each problem presents 3–5 ordered theorems with NL proofs pre-segmented
into steps. The model must locate the first substantive error, if any. We compare two formal language
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(FL) decision rules, both requiring the model to formalize every step in Lean itself. This mirrors real-
world verification, where reviewers receive only NL proofs and no Lean formalization is available.
Inspired by Safe (Liu et al., 2025a), FL Prove flags the first step the model fails to prove, treating
proof failure as a rejection signal. FL Refute instead flags a step only when Lean accepts the model’s
refutation of the step’s formalization. The prediction is the earliest flagged step, or no error if none
is flagged. FL Prove thus reports no error only when every step is proved, whereas FL Refute reports
no error as long as every step’s formalization compiles and no refutation is provided, even if proofs
are left as sorry. A prediction is correct only if it reports no error for a correct group or exactly
matches the first annotated error in a flawed one. We report precision, recall, accuracy, and F1 with
flawed theorem groups as the positive class. A mislocated error counts as both a false positive and a
false negative. Non-compiling or malformed outputs are scored as incorrect.

3 EXPERIMENTS

3.1 SETUP

We evaluate 11 open- and closed-source models under the task definitions and metrics in Section 2,
with results in Tables 2, 3, and 4. Apart from general-purpose models, we include DeepSeek-Prover-
V2-7B (Ren et al., 2025), Goedel-Prover-V2-8B (Lin et al., 2026), and Kimina-Prover-Distill-
8B (Wang et al., 2025; Numina & Kimi Team, 2025) as specialized Lean prover baselines. For
auto-formalization, GPT-5.6-Sol and Claude-Opus-5 serve as the two evaluator agents that search
for Lean equivalence proofs and refutations, each run once per output, so no model is judged solely
by itself. Since Lean checks every proof, evaluator bias cannot inflate scores (Appendix B.2). BEq
accepts equivalence verified by either evaluator, while validity requires compilation and no refuta-
tion from either. Three gates reject proofs that do not genuinely derive one statement from the other
(Appendix B.3). For theorem-proving, we compare Chain-of-Thought (CoT) (Wei et al., 2022)
with autonomous agents on 60 graduate and 60 research-level problems. For proof-verification, we
compare CoT and autonomous agents under both FL Prove and FL Refute settings. For agent eval-
uations, we use Codex as the default harness and Claude Code for Claude models, leveraging their
native integration. DeepSeek-Prover lacks iterative refinement, so its agent results are marked “–”;
for Goedel-Prover and Kimina-Prover, we use their official error-fixing workflows (Appendix B).

3.2 MAIN RESULTS

Tables 2 and 3 report auto-formalization and theorem-proving results for forward construction, while
Table 4 reports proof-verification results for backward verification.

3.2.1 FORWARD CONSTRUCTION

Auto-formalization. Faithfully translating natural-language theorems into Lean remains challeng-

Table 2: Auto-formalization results on 120 the-
orems, reporting bidirectional equivalence (BEq)
and validity (Valid) rates (%) under CoT and
Agent settings.

Model BEq ↑ Valid ↑

CoT Agent CoT Agent

Closed-source Models

GPT-5.6-Luna 13.3 17.5 41.7 55.8
GPT-5.6-Terra 13.3 18.3 40.0 55.0
GPT-5.6-Sol 20.8 25.0 49.2 66.7
Claude-Sonnet-5 15.0 17.5 50.8 64.2
Claude-Opus-5 23.3 27.5 74.2 78.3

Open-source Models

DeepSeek-V4 Flash 10.0 15.0 38.3 45.8
Gemma-4 26B-A4B 0.0 0.0 17.5 20.0
Qwen3.5-9B 0.0 0.0 15.0 16.7

Table 3: Theorem-proving results on 60 grad-
uate and 60 research-level Lean statements, re-
porting Lean-verified proof success rates (%) un-
der CoT and Agent settings.

Model Graduate Research

CoT Agent CoT Agent

Closed-source Models

GPT-5.6-Luna 0.0 3.3 0.0 10.0
GPT-5.6-Terra 0.0 5.0 0.0 10.0
GPT-5.6-Sol 1.7 48.3 0.0 41.7
Claude-Sonnet-5 0.0 46.7 0.0 28.3
Claude-Opus-5 0.0 68.3 0.0 40.0

Open-source Models

Kimina-Prover-Distill-8B 0.0 0.0 0.0 0.0
DeepSeek-Prover-V2-7B 0.0 - 0.0 -
Goedel-Prover-V2-8B 0.0 0.0 0.0 0.0
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Table 4: Proof-verification results on 120 MLP-Bench problems, comparing FL Prove and FL
Refute under CoT and Agent settings using precision, recall, accuracy, and F1 (%); parentheses
report Agent F1 gains in percentage points from FL Prove to FL Refute.

Model Method Precision ↑ Recall ↑ Accuracy ↑ F1 ↑

CoT Agent CoT Agent CoT Agent CoT Agent

Closed-source Models

GPT-5.6-Luna
FL Prove 1.7 2.5 3.3 5.0 3.3 2.5 2.3 3.4
FL Refute 9.1 15.3 11.7 21.7 13.3 19.2 10.2 17.9 (+14.5)

GPT-5.6-Terra
FL Prove 1.7 3.3 3.3 6.7 1.7 3.3 2.2 4.4
FL Refute 21.2 27.0 30.0 33.3 23.3 32.5 24.8 29.9 (+25.5)

GPT-5.6-Sol
FL Prove 1.8 8.8 3.3 16.7 1.7 10.8 2.3 11.5
FL Refute 19.1 30.9 30.0 50.0 20.8 39.2 23.4 38.2 (+26.7)

Claude-Sonnet-5
FL Prove 2.6 12.8 5.0 23.3 3.3 19.2 3.4 16.6
FL Refute 26.0 46.0 21.7 38.3 34.2 55.0 23.6 41.8 (+25.2)

Claude-Opus-5
FL Prove 8.0 20.4 11.7 31.7 21.7 35.8 9.5 24.8
FL Refute 59.5 61.7 36.7 61.7 62.5 67.5 45.4 61.7 (+36.9)

Open-source Models

DeepSeek-V4 Flash
FL Prove 1.0 1.7 1.7 3.3 0.8 1.7 1.3 2.3
FL Refute 0.0 8.3 0.0 5.0 18.3 25.0 0.0 6.2 (+3.9)

Gemma-4 26B-A4B
FL Prove 1.0 0.0 1.7 0.0 0.8 0.0 1.3 0.0
FL Refute 0.0 0.0 0.0 0.0 0.0 0.8 0.0 0.0 (+0.0)

Qwen3.5-9B
FL Prove 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
FL Refute 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 (+0.0)

ing. Claude-Opus-5 achieves the highest agentic BEq score, but only 27.5% of its statements are
verified as equivalent to the gold. GPT-5.6-Sol, another top-tier model, reaches 66.7% validity, so
33.3% of its statements fail to compile or are refuted. Thus, leading models struggle to produce
faithful and valid statements. Our agentic BEq also certifies far more true equivalences than the
symbolic BEq+ metric (Appendix B.2). Section 4.1.1 traces most failures to omitted assumptions.

Theorem-proving. Successful proof construction largely depends on agentic iteration and repair.
CoT achieves at most 1.7% on graduate problems and 0.0% on research problems, whereas agents
reach 68.3% and 41.7%, respectively. Yet all three open-source specialized provers score 0.0% on
both splits. Appendix C.1.4 shows that this remains the same even when sampling is scaled up to
pass@32. This shows how poorly current specialized provers transfer to ML theory. Section 4.1.2
examines specialized provers’ limitations and the challenges of constructing long ML proofs.

3.2.2 BACKWARD VERIFICATION

Proof-verification. FL Refute consistently outperforms FL Prove across all five closed-source
models. In the Agent setting, switching from FL Prove to FL Refute raises GPT-5.6-Luna’s F1 from
3.4% to 17.9% and Claude-Opus-5’s from 24.8% to 61.7%. The advantage therefore holds across
models with different sizes. This suggests that a Lean-checked refutation is a more reliable error
signal than a failed proof attempt. Section 4.2.1 examines this advantage through error-localization
behavior and models’ relative strengths in refuting versus proving claims. Appendix D.2 analyzes
formalization faithfulness, and Appendix D.3 compares FL Refute with an agentic NL baseline,
where Lean refutation improves over NL for Claude models but not GPT models.

4 EXPERIMENT ANALYSIS

4.1 FORWARD CONSTRUCTION

4.1.1 AUTO-FORMALIZATION

We identify the omission of implicit assumptions as a central failure mode of current models in
auto-formalization. Recovering basic prerequisites such as measurability and integrability is foun-
dational, because correctly translating the rest of a theorem cannot compensate for missing hypothe-
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ses needed for its validity. We systematically examine how often models omit assumptions, how
retaining assumptions relates to semantic equivalence, and which types they omit.

Assumption omission is a major problem. Table 5 shows that, even among Lean statements that
compile, 65.0–83.8% are flagged as omitting at least one assumption in the gold statement.

Table 5: Assumption omission rates
and BEq with no flagged omissions
(%). Parentheses show gains over over-
all Agent BEq in percentage points.

Model Omissions
≥ 1 (%)

BEq (%)
No omissions

GPT-5.6-Luna 79.1 47.8 (+30.3)

GPT-5.6-Terra 79.5 43.5 (+25.2)

GPT-5.6-Sol 73.4 48.3 (+23.3)

Claude-Sonnet-5 73.3 41.9 (+24.4)

Claude-Opus-5 65.0 48.8 (+21.3)

DeepSeek-V4 Flash 83.8 50.0 (+35.0)

Gemma-4 26B-A4B 75.7 0.0 (+0.0)

Qwen3.5-9B 81.2 0.0 (+0.0)

To identify omissions, we ask GPT-6-Astra and Claude-
Opus-5 to independently list the gold assumptions miss-
ing from a compiled prediction, treating assumptions re-
stated in different notation as present. An assumption
counts as omitted when both judges flag it and as present
when neither does, and the authors adjudicate the cases
where the two judges disagree.

Complete assumptions are associated with higher
BEq. Table 5 reports BEq on predictions with no
flagged omissions. For the five closed-source models,
BEq on this subset ranges from 41.9% to 48.8%, exceed-
ing their overall Agent BEq scores by 21.3 to 30.3 per-
centage points, which suggests that complete assumptions
are associated with more faithful formalization. However,
BEq stays no more than 50% even in this subset, and both Gemma and Qwen remain at zero. Recov-
ering the necessary assumptions is thus necessary but not sufficient, as models must also preserve
the remaining mathematical content of the statement.

Integrability
Measurability

Non-emptiness / finiteness
Probability / independence

Positivity / range
Regularity

Other

Claude-Opus-5 GPT-5.6-Sol

Figure 3: Distribution of omitted assumptions by
family for two leading models.

Omissions span foundational conditions in
ML theory. Figure 3 breaks down omitted
assumptions by family for Claude-Opus-5 and
GPT-5.6-Sol. Measurability and integrability
account for substantial shares in both mod-
els, alongside conditions on positivity, range,
non-emptiness, probability, and regularity. The
large “Other” category indicates that omissions
also extend beyond these named families. The
problem is therefore not confined to one type
of technical condition. Rather, models broadly
struggle to make explicit the prerequisites that
support statements in ML theory.

Together, these analyses show that (1) models
frequently omit basic assumptions across many families of conditions, and (2) complete assumptions
are associated with higher BEq but do not guarantee faithful formalization.

4.1.2 THEOREM-PROVING

In this subsection, we investigate why specialized theorem provers struggle with ML theory prob-
lems. We first examine their ability to prove single steps, and then how proof length compounds the
difficulty of constructing graduate- and research-level ML proofs.

Single-step proving. We extract 150 non-trivial leaf subgoals from gold proofs, excluding those
closed by a single tactic, each with its local context. Models attempt each subgoal once, without
tools, compiler feedback, or retries. Success requires compilation without sorryAx.

Table 6 shows that specialized provers solve only 12.7–18.7% of subgoals, compared with 52.0–
84.7% for general-purpose models. Despite their strong performance on competition-level mathe-
matics, which we confirm on miniF2F (Appendix C.1.5), specialized provers fail on most individual
ML theory subgoals even when given the local context. This suggests limited generalization to ML
theory, where probability, measure theory, and integration play a central role. Specialized provers
also perform poorly at ML proof subgoal decomposition (Appendix C.1.3).
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Long proofs underscore the need for iterative refinement. Claude-Opus-5 performs best on
single-step proving, achieving a success rate of 84.7%. However, its CoT success rate on the whole-
theorem proving task is 0.0%. This contrast reflects the challenge of constructing complete proofs

Table 6: Solve rates on 150 subgoals.

Model Solve rate (%)

GPT-5.6-Luna 52.0
GPT-5.6-Terra 60.7
GPT-5.6-Sol 70.0
Claude-Sonnet-5 64.0
Claude-Opus-5 84.7
Kimina-Prover-Distill-8B 12.7
DeepSeek-Prover-V2-7B 18.7
Goedel-Prover-V2-8B 15.3

for our graduate- and research-level problems, whose
gold proofs average 107 subgoals each. Solving these
problems requires correctly solving every subgoal, rather
than isolated ones. As errors compound over longer
proofs, whole-theorem success rates may decline expo-
nentially with proof length. Finding a correct decomposi-
tion adds further difficulty, helping explain Claude-Opus-
5’s 0.0% whole-theorem CoT success despite strong
single-step performance.

Together with the gains from agentic proving, this gap
underscores the practical need for iterative refinement on
graduate- and research-level problems. Appendix C.1.1 examines how models reduce Lean compi-
lation errors over successive revisions.

Together, these analyses highlight two findings: (1) specialized provers fail to generalize effec-
tively to graduate- and research-level ML theory, and (2) iterative refinement is essential for tackling
graduate- and research-level problems in our benchmark.

4.2 BACKWARD VERIFICATION

4.2.1 PROOF-VERIFICATION

We analyze proof-verification results, focusing on error-localization behavior and on how models’
ability to prove steps compares with their ability to refute them.

−20 −15 −10 −5 0 5 10
flag offset from the gold step (proof steps)

Prove

Refute

gold step

prior to the gold step on it after it mean

Figure 4: Error-localization offsets on flagged
flawed proofs in the Agent setting, averaged
across five models.

FL Prove introduces an early-localization
bias. Figure 4 compares FL Prove and FL
Refute in the Agent setting, averaged across
five models. Localization offsets measure the
difference between the reported and real error
steps, with negative values indicating earlier re-
ports. For better visualization, bar heights use
a square-root scale. FL Prove predominantly
reports steps before the first actual error. This
reflects a limitation of using proof failure as a
rejection signal, as a valid step may remain un-
proved because of limited proving capability.
Since the agent reports the earliest flagged step,
such failures can preempt the actual error and bias localization toward earlier steps. FL Refute in-
stead requires a Lean-checked refutation, shifting reports toward the gold step and bringing the mean
offset closer to zero. Thus, requiring evidence of falsehood reduces the premature rejection induced
by flagging unproved steps, although both rules still make localization mistakes.

Table 7: Proving vs. refutation success
(%); parentheses show gains in percent-
age points.
Model Prove Refute

Claude-Opus-5 54.2 100.0 (+45.8)

GPT-5.6-Sol 45.0 96.7 (+51.7)

Claude-Sonnet-5 37.5 90.8 (+53.3)

GPT-5.6-Terra 7.5 75.0 (+67.5)

GPT-5.6-Luna 6.7 64.2 (+57.5)

Refuting is more tractable than proving. To exam-
ine counterexample construction separately from error lo-
calization, we perturb each of the 120 benchmark Lean
statements by modifying hypotheses, conclusions, con-
stants, quantifiers, or inequalities. Models must prove the
negated target without being told what changed. Table 7
shows that refutation success exceeds agent proving suc-
cess in Table 3 by 45.8 to 67.5 percentage points. Proving
requires a coherent sequence of valid deductions cover-
ing all cases allowed by the hypotheses, whereas refuting
a universal claim requires only one valid counterexample.
Given a false formal statement, refutation is thus the more
tractable task for current models, which helps explain why FL Refute outperforms FL Prove.
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LLMs have limited understanding of ML theory. Our analysis of counterexample construction
reveals a recurring cycle: models localize a fault, try special values, and iteratively refine their coun-
terexamples using Lean feedback. Models often rely on repeated Lean-guided revisions rather than
immediately identifying decisive counterexamples; Appendix C.2.1 provides the detailed analysis
and accuracy curves by compilation round.

These results reveal two findings. First, FL Refute outperforms FL Prove in proof verification,
largely benefiting from models’ stronger performance on refutation than on proving. Second, despite
strong refutation performance, models still exhibit limited ML-theoretic understanding, often finding
counterexamples through trial and error rather than directly identifying the mathematical reason a
claim fails.

5 RELATED WORK

5.1 AUTO-FORMALIZATION

Auto-formalization translates an informal mathematical statement and its context into a semanti-
cally faithful formal statement. Early work translated competition problems into formal specifica-
tions, followed by ProofNet’s undergraduate benchmark (Wu et al., 2022; Azerbayev et al., 2023).
Lean Workbook and Herald build large-scale informal–formal parallel data (Ying et al., 2024; Gao
et al., 2025). More recently, BEq and BEq+ evaluate semantic equivalence, with the latter also in-
troducing ProofNetVerif, ProofNet#, and the research-level RLM25 benchmark (Liu et al., 2025b;
Poiroux et al., 2025). To our knowledge, no existing benchmark targets ML theory, where faithful
formalization requires recovering assumptions left implicit in the source context.

5.2 THEOREM PROVING

Theorem proving takes a formal statement as input and must construct a complete proof accepted by
the Lean kernel. Beginning with miniF2F, benchmarks expanded through FIMO, ProofNet, and Le-
anDojo (Zheng et al., 2022; Liu et al., 2023; Azerbayev et al., 2023; Yang et al., 2023). PutnamBench
raised difficulty and FormalMATH broadened coverage (Tsoukalas et al., 2024; Yu et al., 2025). For-
malML enters ML theory but evaluates short subgoals from existing formal libraries (Yang et al.,
2026). FATE pushes toward research-level abstract algebra, where specialized provers likewise
collapse, but stays within pure mathematics (Jiang et al., 2026). To our knowledge, no existing
benchmark requires complete, multi-step proofs for research-level ML theorems.

5.3 PROOF VERIFICATION

Proof verification determines whether a candidate argument is correct and, when it is not, identifies
the earliest invalid step. Outcome verifiers (Cobbe et al., 2021) were followed by step-level process
supervision (Lightman et al., 2024), then by ProcessBench and Hard2Verify for first-error localiza-
tion (Zheng et al., 2025; Pandit et al., 2026). Recent work evaluates complete proofs, fine-grained
grading, and pseudo-formal verification (Dekoninck et al., 2026; Mahdavi et al., 2026; Ma et al.,
2026; Barkallah et al., 2026). These methods focus on general mathematics and rely mainly on
learned or pseudo-formal judgments. To our knowledge, no existing work grounds the verification
of research-level ML proofs in Lean-checked formalizations.

6 CONCLUSION

We introduced MLP-Bench, a benchmark for evaluating LLM agents on forward construction and
backward verification in theoretical ML through auto-formalization, theorem-proving, and proof-
verification in Lean. Our results reveal an asymmetry in which current agents struggle to recover
implicit assumptions and construct complete proofs, yet readily refute false Lean statements, which
makes refutation a more reliable basis for localizing errors. This suggests that their current promise
lies more in assisting critical scrutiny than in producing rigorous theoretical results. Closing this gap
requires advances in both faithful formalization and research-level proving. MLP-Bench provides a
testbed for tracking these advances toward agents that can reliably assist both the construction and
verification of ML theory.
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A BENCHMARK DETAILS

A.1 SOURCE COLLECTIONS AND DATA CONTAMINATION

All source materials are used either under licenses that permit academic use or with permission
from the copyright holders. To the best of our knowledge, no theorem in our source collections has
a publicly available Lean formalization or machine-checked proof.

For Proof-verification, prior exposure to NL content on OpenReview cannot be ruled out, but three
properties limit its effect. The sources contain no Lean code, so nothing the FL rules require can be
recalled. Public reviews point to a flaw by page, equation, or line number rather than restating the
proof, and our problems carry none of these references, so a remembered comment does not map
to a step index. Finally, the model never renders the verdict itself, and under FL Refute a flag still
requires a counterexample that Lean accepts.

Table 8: Source collections used to construct MLP-Bench.
Level Source Material

Graduate MIT 18.465, Statistical Learning Theory (Panchenko, 2007) Course notes
Graduate UC Berkeley EE227C, Convex Optimization and

Approximation (Hardt & Simchowitz, 2020)
Course notes

Graduate Stanford CS229M/Stats 214, Machine Learning
Theory (Ma, 2021)

Course notes

Graduate Mathematical Analysis of Machine Learning
Algorithms (Zhang, 2023)

Textbook

Research Journal of Machine Learning Research archive (Journal of
Machine Learning Research, 2026)

Papers, 2002–2024

Research ICLR OpenReview (OpenReview, 2026) Submissions and public reviews,
2016–2026

A.2 PROOF-VERIFICATION DISTRIBUTION

The 120 proof-verification problems are balanced between incorrect and correct proofs. Incorrect
proofs comprise 21 synthetically generated cases and 39 cases drawn from ICLR submissions and
reviews, while correct proofs comprise 34 cases from textbooks and graduate lecture notes and 26
cases from JMLR papers (Figure 5).

21
(17.5%)

39
(32.5%)34

(28.3%)

26
(21.7%)

Incorrect Proof:
AI generated

Incorrect Proof:
ICLR

Correct Proof:
Textbook / Lecture

Correct Proof:
JMLR

Figure 5: Distribution of proof-verification problems. Counts and percentages are shown by proof
correctness and source category.

A.3 ANNOTATOR AND REVIEWER QUALIFICATIONS

The benchmark was constructed and reviewed by two PhD students and one master’s student in
computer science. All have published at top-tier ML conferences, and all are authors of this paper.
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B EXPERIMENT DETAILS

B.1 MODELS, HARNESSES, AND BUDGETS

Evaluation snapshot. Our main experiment was conducted during August 13–19, 2026. We re-
port this evaluation window because model updates may affect performance over time; results ob-
tained at other dates may therefore differ. We run each configuration once, since agents in our pre-
dominantly agentic setting receive continual feedback from the Lean kernel, which keeps outcomes
stable across runs.

Model access and hardware. We accessed deepseek-v4-flash through the OpenRouter
API and ran experiments with the other open-source models on two NVIDIA A6000 GPUs. For
OpenAI models, we used Codex CLI (version 0.145.0) with a Max subscription; for Claude
models, we used Claude Code (version 2.1.241) with a Max subscription. All closed-source
models were run at medium reasoning effort in both CoT and agentic modes.

Lean environment. All experiments used Lean 4.27.0-rc1 and Mathlib v4.27.0-rc1.

Agentic time budgets and termination. In agentic mode, we set per-instance time limits of 1,200
seconds for auto-formalization, 2,400 seconds for theorem proving, and 3,600 seconds for proof
verification. No closed-source model run reached its time limit; all terminated autonomously. Some
open-source model runs reached the time limit after repeatedly looping without substantive progress.
We interpret this behavior as a limitation of the models’ ability to make progress rather than evidence
of an insufficient time budget. Based on these observed trajectories, we do not expect terminating
such stalled runs to materially affect the reported results.

CoT output budgets and scoring. In CoT mode, we impose neither a wall-clock timeout nor an
additional output-token cap. Each single-turn response is instead bounded by the model’s native
maximum output allowance, which cannot be exceeded and includes thinking tokens. For GPT-
5.6-series models and Claude-Opus-5, this maximum is 128,000 tokens. Responses that exhaust
the model’s native limit without producing a valid final output are treated as invalid and scored as
incorrect.

Agent affordances. All agent evaluations run inside an offline sandbox containing only the task’s
Lean project. The agent may read and write files within it, search the local Mathlib source, and
invoke lake to compile the project and read the resulting Lean messages, which is its only channel
for feedback on correctness. All other affordances are disabled, including web search, network
access of any kind, package installation, and access to files outside the project directory. Each
problem runs in a fresh sandbox.

B.2 AUTO-FORMALIZATION EVALUATOR DESIGN

Two of the evaluated models, GPT-5.6-Sol and Claude-Opus-5, also act as evaluators. This differs
fundamentally from LLM-as-a-judge setups (Zheng et al., 2023), since the evaluator renders no
verdict and its sole function is to search for Lean proofs, S ⊢ S⋆ and S⋆ ⊢ S for BEq and a refutation
for validity, all of which are accepted or rejected by the Lean kernel. Equivalence and refutation are
therefore established by the kernel rather than by the agent’s opinion, and no disposition toward a
particular statement can make Lean accept a proof that does not typecheck. The only latitude an
evaluator has is how hard it searches, which mainly affects recall, since the gates of Appendix B.3
can only reject. We use two evaluators so that every model, including the two evaluators themselves,
which check each other, is always assessed by at least one external evaluator rather than being
judged solely by itself. BEq accepts equivalence verified by either evaluator and validity requires no
refutation from either, so in both cases an evaluator contributes only Lean-certified proofs and never
withholds credit from another model, while the union of the two yields tighter estimates of the true
correctness rate.

Recall of the agentic protocol. To quantify the recall gained by agentic proof search, we rescore
every auto-formalization output with BEq+ (Poiroux et al., 2025), a deterministic symbolic metric
that attempts each direction of the equivalence with a fixed tactic script and no language model,
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namely exact? restricted to the other statement, then apply or convert followed by automa-
tion such as tauto and simp all arith! (Table 9). BEq+ certifies at most 5.8% of any model’s
statements, whereas the gated agentic protocol certifies 27.5% for Claude-Opus-5. It also fails to
separate models, since all ten closed-source cells lie between 3.3% and 5.8%, whereas agentic BEq
spans 13.3% to 27.5%. It reflects the transformations that research-level statements require. Unfold-
ing a definition, reordering binders, or rewriting a bound into an equivalent form is rarely closed by a
fixed tactic script, so symbolic search leaves many equivalences uncertified. To confirm that agentic
certifications are genuine, the authors manually inspected 20 randomly sampled pairs certified by
agentic BEq, comprising 40 directional proofs, and found every proof to be a genuine derivation of
one statement from the other.

Table 9: Auto-formalization equivalence rates (%) on 120 theorems under the symbolic BEq+ met-
ric (Poiroux et al., 2025) and under our gated agentic BEq protocol.

Model BEq+ Agentic BEq (ours)

CoT Agent CoT Agent

GPT-5.6-Luna 4.2 5.0 13.3 17.5
GPT-5.6-Terra 5.0 5.0 13.3 18.3
GPT-5.6-Sol 5.8 4.2 20.8 25.0
Claude-Sonnet-5 3.3 5.0 15.0 17.5
Claude-Opus-5 5.0 5.0 23.3 27.5

DeepSeek-V4 Flash 1.7 3.3 10.0 15.0
Gemma-4 26B-A4B 0.0 0.0 0.0 0.0
Qwen3.5-9B 0.0 0.0 0.0 0.0

B.3 GATES AGAINST SPURIOUS EQUIVALENCE

Because every gold statement is a true theorem, a Lean proof of S → S⋆ can in principle ignore
S and prove S⋆ from scratch, and when S is itself true the reverse direction can ignore S⋆ in the
same way. Mutual derivability would then certify only that both statements are provable, not that
they mean the same thing. The original BEq avoids this by restricting the evaluator to a whitelist of
tactics and by requiring the transformed goal to be definitionally equal to the other statement (Liu
et al., 2025b). We adopt the Normal tactic whitelist of Liu et al. (2025b), namely apply, cases’,
constructor, exact, exact?, ext, have, intro, intros, rw, and use. Because our
evaluators are agents, we additionally pass every accepted direction through three gates that target
the three ways a proof can succeed without a genuine derivation. The strip gate removes the hy-
pothesis encoding the source statement from the theorem signature and recompiles the unchanged
proof; a proof that still compiles never used the source and is rejected. The no-source gate removes
the source statement’s declaration from the file and reruns the evaluator’s proof search on the target
alone under the same budget; if the target can be proved without the source, the direction carries no
evidence of equivalence and is rejected. The bridge gate targets proofs that use the source statement
but supply a substantive auxiliary lemma absent from it, which would let a weaker statement pass.
The evaluator prompt forbids introducing such lemmas, and an LLM screen inspects every accepted
proof for added mathematics; flagged directions are rejected. A pair counts as BEq-equivalent only
if both directions survive all three gates, and all BEq figures in the paper are computed after gating.

C ADDITIONAL FORWARD-CONSTRUCTION ANALYSIS

C.1 THEOREM-PROVING

Unless stated otherwise, theorem-proving trajectory analyses use medium effort and a time limit of
2,400 seconds. They cover 60 problems at the graduate level and 20 papers at the research level with
60 checked targets. Observable actions are tool calls or text output events. Output tokens include
thinking.
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C.1.1 ANSWER-FILE ERROR TRAJECTORIES

Across graduate and research problems, the mean number of Lean errors falls below one at the
sixth compilation for Opus, compared with the seventeenth for Sol (Figure 6). Opus is therefore
substantially more efficient than Sol at reducing errors in terms of compilation rounds. Even the
strongest model still relies on repeated Lean feedback to refine its proof attempts. A compilation
without errors does not guarantee a complete proof, since sorry produces only a warning.
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Figure 6: Answer-file error trajectories. Mean Lean errors by compilation count, carrying final
counts forward for completed runs. Both graduate and research levels are pooled; runs require at
least three answer-file compilations, excluding scratch probes.

C.1.2 BUDGET CURVES AND PER-PROBLEM SPEND

Opus gains coverage faster as the action budget increases, but Sol uses fewer tokens per solved
theorem. On graduate problems, Sol uses about 36k tokens per solved theorem, compared with 59k
for Opus (Figure 7(c)). Opus uses fewer but longer actions, so its advantage in action efficiency does
not translate into lower token cost per solved theorem.
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Figure 7: Budget curves and per-problem spend. (a)–(b) Solve rate at the graduate level by
token and action budget. (c) Tokens per solved unit. (d) Tokens per action. (e) Actions per prob-
lem. (f) Non-thinking and thinking tokens per action. Panels (c) and (f) distinguish the gradu-
ate level (saturated) from the research level (lighter); (d)–(e) pool both. GPT thinking counts use
reasoning output tokens; Opus uses harness-reported estimates as a lower bound.
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C.1.3 DECOMPOSITION QUALITY

We test three specialized provers on 60 graduate theorems each, filtering for non-empty output,
non-trivial decomposition, well-typed subgoals, and a recognizable strategy judged by GPT-5.6-Sol
using predefined rubrics. Only 18.9% of attempts have well-typed subgoals; none are judged useful,
and Sol completes none of their proof skeletons (Figure 8). This result shows specialized Lean
provers do not have the ability to decompose ML theorems into useful subgoals.

Total

Valid output

Non-trivial
decomposition

Valid sub-goal

Useful
decomposition

100%

88%

77%

23%

0%

100%

90%
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28%

5%

3%

0%

Goedel-Prover-V2-8B DeepSeek-Prover-V2-7B Kimina-Prover-Distill-8B

Figure 8: Decomposition funnel on 60 theorems per model; percentages use all 60 attempts.

C.1.4 REPEATED SAMPLING DOES NOT RESCUE SPECIALIZED PROVERS

The 0.0% rates reported in Table 3 are obtained under a single attempt per problem, which leaves
open whether repeated sampling would recover some successes. We therefore re-evaluate the three
specialized provers with pass@32, counting a problem as solved if any of 32 independent samples
yields a Lean-accepted proof without sorry or newly introduced axioms. Table 10 shows that all
three remain at 0.0% on both splits.

Table 10: Specialized provers under pass@32 (%).
Model Graduate Research

Kimina-Prover-Distill-8B 0.0 0.0
DeepSeek-Prover-V2-7B 0.0 0.0
Goedel-Prover-V2-8B 0.0 0.0

C.1.5 EVALUATION ON MINIF2F

On miniF2F, the three specialized provers all solve at least 55.0% of the problems, on par with
GPT-5.6-Sol and above Terra and Luna. The ranking reverses on the subgoals in Table 6, where no
prover exceeds 18.7% while even the weakest GPT-5.6 variant reaches 52.0%. This suggests that the
provers’ ability does not generalize from competition-style mathematics to machine learning theory.
The results of miniF2F are in Table 11.

Table 11: Pass@1 on a 20-problem miniF2F subset (%).
Model Pass@1

GPT-5.6-Luna 30.0
GPT-5.6-Terra 50.0
GPT-5.6-Sol 60.0

Kimina-Prover-Distill-8B 60.0
DeepSeek-Prover-V2-7B 55.0
Goedel-Prover-V2-8B 65.0

C.2 PROOF-VERIFICATION

C.2.1 COUNTEREXAMPLE CONSTRUCTION BEHAVIOR

Even Opus needs about five attempts to reach 50% accuracy (Figure 9). This suggests that models
rely mainly on repeated machine verification to find counterexamples through trial and error. Their
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mathematical intuition alone remains insufficient to reliably identify why a claim fails and construct
a counterexample directly.
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Figure 9: Counterexample accuracy by Lean compilation round. The horizontal axis is truncated at
40 rounds; the values in the legend are the final success rates after all rounds (cf. Table 7).

D ADDITIONAL BACKWARD-VERIFICATION ANALYSIS

D.1 ERROR CRITERIA

Errors are assessed at the earliest invalid step. A correct final conclusion or a later correction does not
excuse an earlier error. ML papers and even textbooks routinely tolerate loose bounds, compressed
notation, and omitted routine conditions. To adapt our criteria to how ML theory is actually written,
Table 12 lists the error types subject to the exemptions in Table 13.

Table 12: Error types and criteria for proof verification.
Type Criterion

False statement or
computation

An equation, inequality, constant, index, or calculation is invalid as
written.

Invalid inference A necessary case is omitted or a quantifier shift is invalid.
Unjustified application A required assumption is unavailable or a cited result does not apply,

subject to the exemptions below.

Table 13: Exemptions from error annotation in proof verification.
Case Criterion

Loose bound The bound remains valid.
Notation, or source
compression

The intended mathematics is unambiguous or valid under a standard
convention; brevity alone is not an error.

Omitted boundary case The case is vacuous, trivially true, or excluded by the hypotheses.
Omitted regularity details Routine conventions.
Implicit justification “Standard” or “clearly” alone is not an error; flag only when the intended

result can be identified and shown not to apply.
Unrepeated assumption The assumption appears elsewhere in the supplied context.

D.2 FORMALIZATION ANALYSIS

Our benchmark evaluates models in a realistic theory-review setting: they receive natural-language
papers, not gold formalizations, and use Lean as a tool to locate errors. Formalization is therefore
part of the model’s reasoning process rather than a trusted input. We measure success by exact
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agreement with the annotated first-error location, or by correctly reporting no error for a fully correct
group. A correct prediction thus counts as task success even if an intermediate formalization is
imperfect; this measures error-localization utility. Proof verification can be viewed as a composition
of the two forward-construction tasks. The model first formalizes each NL step into a Lean statement
and then proves or refutes that statement. Auto-formalization and theorem-proving (Tables 2 and 3)
evaluate these two abilities in isolation, so proof verification measures how well models combine
them to localize errors.

Since auto-formalization reaches at most 27.5% BEq (Table 2), step formalizations are unlikely to
be fully faithful either. We therefore separately analyze formalization faithfulness. Lean can certify
proofs of altered versions of erroneous steps, and models can produce opposite verdicts for the same
source step. Table 14 reports these two diagnostics, Flawed Step Proved and Peer Conflict, in agent
mode; they reveal specific failure modes rather than measure overall formalization accuracy.

Let c index the twenty configurations of model, verification rule, and mode, and let s denote a source
step. Write Pc,s for its generated Lean proposition and Vc,s ∈ {proved, refuted, none} for a proof,
a refutation, or no verdict.

Flawed Step Proved. Lean accepts a proof of the generated proposition at the annotated erroneous
step. When the source inference is false, this indicates that the model has changed its meaning, for
example by adding an assumption that removes the error. Let Es indicate an annotated erroneous
step and Bc,s indicate that the proposition and proof pass the substantive filter. This filter excludes
conclusions that merely repeat hypotheses, combine hypotheses, assert True, or relate an expres-
sion to itself, as well as proofs using only trivial tactics or direct reuse of hypotheses.

FSPc,s = 1{Es = 1, Vc,s = proved, Bc,s = 1} . (1)

Peer Conflict. The same model proves and refutes its respective formalizations of the same source
step across its two agent configurations. Let np(s) and nr(s) count these two groups. Their smaller
count measures the extent of disagreement. Opposite verdicts imply that the formalizations cannot
all preserve the same source meaning, but do not establish which translation is wrong. This diagnos-
tic does not depend on the benchmark label, and the minority verdict is not necessarily the incorrect
one.

PCCs = min(np(s), nr(s)) . (2)

Table 14: Formalization diagnostic rates in agent mode.
Model Flawed Step Proved (n = 60) Peer Conflict (n = 120)

Claude-Opus-5 26.7% 13.3%
GPT-5.6-Sol 13.3% 29.2%

Missing verdicts can hide both patterns, while translations that change the meaning without changing
the truth value can escape these checks. Low rates therefore do not by themselves establish faithful
formalization.

D.3 AGENTIC NL VERSUS FL REFUTE

To measure what the Lean pipeline adds beyond NL, we run an agentic NL baseline on the same
120 problems. We compare this with FL Refute in the agentic setting through the same harnesses
as Table 4. Under NL the agent receives no Lean project. It works on the theorem group in natural
language and must either declare the group correct or name the flawed theorem, the step, and the
error class. Requiring the class guards against guessing, since naming the right step without the right
reason earns no credit. To avoid over penalizing, each flawed group is annotated with two admissible
error classes, and matching either one counts. An NL prediction on a flawed group is correct only
when theorem, step, and class all match, and a flag on the wrong step or with the wrong class counts
as both a false positive and a false negative, as in Section 2. Table 15 reports the four metrics.
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Table 15: NL versus FL Refute on the 120 proof-verification problems, both in the agentic setting
(%). NL accuracy counts every correct group the model passes, whereas FL Refute passes a correct
group only when every step compiles. ∆F1 is FL Refute minus NL in percentage points.

Model Method Precision Recall Accuracy F1 ∆F1

Claude-Opus-5 NL 59.2 48.3 69.2 53.2
+8.5

FL Refute 61.7 61.7 67.5 61.7

Claude-Sonnet-5 NL 43.9 30.0 60.8 35.6
+6.2

FL Refute 46.0 38.3 55.0 41.8

GPT-5.6-Sol NL 42.5 56.7 55.0 48.6 −10.4
FL Refute 30.9 50.0 39.2 38.2

GPT-5.6-Terra NL 41.3 51.7 55.0 45.9 −16.0
FL Refute 27.0 33.3 32.5 29.9

GPT-5.6-Luna NL 33.7 48.3 43.3 39.7 −21.8
FL Refute 15.3 21.7 19.2 17.9

Claude verifies conservatively, GPT verifies too strictly. Under NL the two families fail in op-
posite ways. Both Claude agents have precision well above recall, 59.2 against 48.3 for Opus-5.
They rarely flag a correct group, and the flags they raise are usually right, but they let many real
errors through. All three GPT agents have recall above precision. They catch most real errors but
object to correct proofs almost as often. One family under-reports and the other over-reports, and
this difference decides what Lean does for each of them.

Lean helps Claude by making the machine expose the error. The gain for Claude is recall.
Under NL, Opus-5 recovers only 48.3 of the real errors, because a conservative verifier does not
commit to an error it merely suspects. Under FL Refute it does not have to. The agent formalizes
the suspicious step, the kernel confirms the counterexample, and the machine supplies the confidence
the agent lacked. Recall rises to 61.7 for Opus-5 and from 30.0 to 38.3 for Sonnet-5, while precision
stays where it was, so every additional flag is a real error that NL had let through.

Lean hurts GPT by certifying its over-reporting. For GPT both precision and recall fall, and
one habit explains both. Over-reporting gets correct groups flagged and gets flawed groups flagged
too early, before the real error, so the earliest-flag rule reports a sound step instead. The agents are
already over-strict, and unfaithful formalization aggravates it, since Lean certifies a refutation of the
agent’s own formalization of a sound step as readily as one of a genuine error.

E CASE STUDIES

These cases illustrate theorem proving, proof verification, and the verification failure modes ana-
lyzed in Appendix D. For the theorem-proving cases, the displayed Lean programs are shortened to
the theorem interface and the proof steps most relevant to the case; the benchmark files contain the
complete compilable files.

E.1 GRADUATE-LEVEL FORWARD CONSTRUCTION

The graduate-level item ch13:proposition:13 2 (Hardt & Simchowitz, 2020, Section 13,
Proposition 13.2) characterizes the normal cone of an intersection with an affine set under a relative-
interior constraint qualification.

Natural-language problem

Let Ω ⊆ Rd be closed and convex, and let A = {x : Ax = b}. Suppose that ri(Ω)∩A ̸= ∅.
Then, for any x ∈ Ω ∩ A,

NΩ∩A(x) = NΩ(x) + {A⊤λ : λ ∈ Rn}.
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Lean statement (proof omitted)

def normalCone {E : Type*} [NormedAddCommGroup E] [
InnerProductSpace Real E]

(S : Set E) (x : E) : Set E :=
{u | forall z, z ∈ S -> inner Real (z - x) u <= 0}

theorem ch13_proposition_13_2
{d n : Nat}
(Omega : Set (EuclideanSpace Real (Fin d)))
(hOmegaClosed : IsClosed Omega) (hOmegaConvex : Convex Real

Omega)
(A : EuclideanSpace Real (Fin d) →ℓ[Real] EuclideanSpace Real (

Fin n))
(b : EuclideanSpace Real (Fin n))
(affine : Set (EuclideanSpace Real (Fin d)))
(hAffine : affine = {x | A x = b})
(hCQ : (intrinsicInterior Real Omega ∩ affine).Nonempty)
(x : EuclideanSpace Real (Fin d)) (hx : x ∈ Omega ∩ affine) :
normalCone (Omega ∩ affine) x
= normalCone Omega x
+ Set.range (fun mu : EuclideanSpace Real (Fin n) =>

(LinearMap.adjoint A) mu) := by
sorry

Gold proof. The following Lean skeleton is schematic: ellipses denote omitted context, state-
ments, and proof steps, not a standalone compilable proof.

Gold proof (Lean skeleton)

have hxOmega := hx.1
have hxAffine := hx.2
obtain ⟨x0, hx0ri, hx0Affine⟩ := hCQ
...
have hdiffH : x0 - x ∈ H := by ...
have hdiffL : x0 - x ∈ L := by ...
have hdiffS : x0 - x ∈ S := by ...
have hgen (z : EuclideanSpace Real (Fin d))

(hz : z ∈ Omega) : ... := by ...
have hstep : forall l : L, exists c : Real, 0 < c /\ ... := by
...

apply Set.Subset.antisymm
· ...
· ...

E.2 RESEARCH-LEVEL FORWARD CONSTRUCTION

The research-level item v10-duchi09a::theorem6 bounds the regret of forward–backward
splitting (FoBoS) (Duchi & Singer, 2009).

Natural-language problem

Assume ∥wt − w∗∥ ≤ D for all iterations and that the subgradient sets ∂ft and ∂r are
bounded in norm by G. For any c > 0, FoBoS with ηt = c/

√
t satisfies

Rf+r(T ) ≤ 2GD +

(
D2

2c
+ 7G2c

)√
T .

Lean statement (proof omitted)

def IsFoBoSOnlineRun (f : Nat -> E -> Real) (r : E -> Real)
(w gf gr : Nat -> E) (eta : Nat -> Real) : Prop :=

(forall t, HasSubgradientAt (f t) (gf t) (w t)) /\
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(forall t, HasSubgradientAt r (gr t) (w t)) /\
(forall t, w (t + 1) = w t - eta t • gf t - eta t • gr (t + 1))

def Regret (f : Nat -> E -> Real) (r : E -> Real)
(w : Nat -> E) (wstar : E) (T : Nat) : Real :=

(Finset.Icc 1 T).sum
(fun t => f t (w t) + r (w t) - (f t wstar + r wstar))

theorem theorem6
(f : Nat -> E -> Real) (r : E -> Real)
(w gf gr : Nat -> E) (eta : Nat -> Real) (D G c : Real)
(wstar : E)
(hconvf : forall t, ConvexOn Real Set.univ (f t))
(hconvr : ConvexOn Real Set.univ r)
(hfnn : forall t x, 0 <= f t x) (hrnn : forall x, 0 <= r x)
(hrun : IsFoBoSOnlineRun f r w gf gr eta)
(hD : forall t, 1 <= t -> norm (w t - wstar) <= D) (hDnn : 0 <=

D)
(hGf : forall t x g, HasSubgradientAt (f t) g x -> norm g <= G)
(hGr : forall x g, HasSubgradientAt r g x -> norm g <= G)
(hGnn : 0 <= G) (hc : 0 < c)
(hEta : forall t, 1 <= t -> eta t = c / Real.sqrt t)
(T : Nat) (hT : 0 < T) :
Regret f r w wstar T
<= 2 * G * D + (D ˆ 2 / (2 * c) + 7 * G ˆ 2 * c) * Real.sqrt

T := by
sorry

Gold proof. The displayed statement omits the surrounding namespace and ambient-space con-
text, and its placeholder only suppresses the proof for presentation. As above, ellipses in the Lean
skeleton denote omitted material.

Gold proof (Lean skeleton)

obtain ⟨hsf, hsr, hupd⟩ := hrun
set A := fun t => norm (w t - wstar) ˆ 2
set B := fun t : Nat => Real.sqrt t / (2 * c)
have hstep : forall t, t ∈ Finset.Icc 1 T -> ... := by
...

have hreg : Regret f r w wstar T <= ... := by
...

have hsum2 :
(Finset.Icc 1 T).sum
(fun t => (c / Real.sqrt t / 2) * G ˆ 2)
<= c * G ˆ 2 * Real.sqrt T := by

...
have hAD : forall t, 1 <= t -> A t <= D ˆ 2 := by
...

...
have habel := abel_bound A B (D ˆ 2) hAD hB0 hBm T hT
have hlast : r (w 1) - r (w (T + 1)) <= 2 * G * D := by
...

linarith

E.3 AGENTIC PROOF VERIFICATION

For this case, we choose an instance with a wrong proof step (Yang et al., 2019). The flawed step
is Eq. (40) of arXiv version 2 of that paper; equation numbering differs across its versions. Claude-
Opus-5 correctly localizes the error to T2 step 3 under agentic FL Refute.
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Source theorem and erroneous step

The mirror policy optimization theorem uses the averaged gradient estimator

ĝk =
1

k

k∑
i=1

gi, gi =
∑
t

∇θ log πθ(at | st)R(τi)

∣∣∣∣∣
θ=θi

.

Under bounded score and Hessian of log πθ, it claims the following bound on the expected
squared Bregman gradient at θ̃N :

J(θ∗)− J(θ1) + (σ2/ζ)
∑N

k=1 αk/k∑N
k=1(ζαk − Lα2

k)
.

Step 3 of the proof, Eq. (40), asserts

E[−gk] = E[−ĝk] = −∇J(θk).

The error. Even when each trajectory estimator is unbiased at its own iterate, linearity of expec-
tation gives

E[ĝk] =
1

k

k∑
i=1

E[∇J(θi)],

not, in general, E[∇J(θk)]. The running average is therefore not generally unbiased at the current
iterate.

Lean-checked refutation. The agent formalizes T2 step 3 as a claim that a sequence’s running
mean always equals its final term. Taking gradJ(i) = i and k = 2 gives 1.5 ̸= 2:

Refutation of the formalized step

theorem refute_running_mean :
Not (forall (gradJ : Nat -> Real) (k : Nat), 1 <= k ->
(1 / (k : Real)) * (Finset.Icc 1 k).sum gradJ = gradJ k) :=

by
intro h
have := h (fun i => (i : Real)) 2 (by norm_num)
norm_num [show Finset.Icc 1 2 = ({1, 2} : Finset Nat) from rfl]

at this

Lean certifies this refutation of the formalized claim; its relevance to the source step depends on
faithful translation.

FL Prove versus FL Refute. Both agentic modes return the gold location, T2 step 3, but use
different evidence. FL Prove reports the first elaborated step it cannot prove; FL Refute requires a
Lean-checked refutation.

Table 16: Claude-Opus-5 on item SkxpDT4YvS (arXiv:1906.10462v2) in agent mode.
FL Prove FL Refute

Rejection evidence Failure to prove Lean-checked refutation
Reported location T2 step 3 (correct) T2 step 3 (correct)
Steps proved 11 10
Other step outcomes 2 failures of proof 3 refutations
Affected steps T2 step 3; T3 step 2 T2 steps 3–4; T3 step 2
Refutations accepted 0 (not requested) 3 of 3 offered
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F PROMPTS

F.1 AUTO-FORMALIZATION

System prompt

You are formalizing mathematics in Lean 4 (Mathlib).

‘{answer}‘ in your working directory is a Lean file whose target theorem has had
its statement replaced by ‘<<HOLE 1>>‘. Your job is to write that statement.

WORKFLOW (do these in order, do not stop early):
1. Read ‘{answer}‘.
2. EDIT ‘{answer}‘, replacing ‘<<HOLE 1>>‘ with the statement.
3. Compile: cd {project} && lake env lean --json $OLDPWD/{answer}
4. If it reports an error, edit and compile again. Repeat until the only

message is the expected ‘declaration uses ’sorry’‘ warning.
5. Only then reply DONE, and paste the FINAL compiler output verbatim in your reply, which is the

exact text ‘lake env lean‘ printed on your last run.

Step 3 is not optional and not something to skip when the statement "looks right". Writing a Lean
statement that elaborates is most of this task; an uncompiled answer is usually wrong in a way
you cannot see by reading it.

Your answer is read from the FILE, not from your message. A run that never edits ‘{answer}‘ scores
zero, however good the reasoning in your reply.

* You MAY and SHOULD look things up in Mathlib. Its source is readable at ‘{mathlib}‘ -- use ‘rg‘
there when you are unsure of a name, a notation or a binder form (for example whether a sum
over a finset is written ‘in‘ or the correct alternative), and ‘#check‘ / ‘#print‘ in a scratch
file for a signature. Getting the spelling from Mathlib is not cheating; guessing it is how
runs fail.

* Do NOT search for this theorem, its statement, or the benchmark it comes from. They are not on
this filesystem and turns spent looking are wasted. The mathematics you are formalizing is in
the natural language below and nowhere else.

* Keep the theorem’s name, keep its proof as exactly ‘sorry‘ -- you are writing a STATEMENT, not a
proof -- and change nothing else in the file. The definitions above the theorem are fixed and
the statement must be phrased in terms of them.

* Say exactly what the natural language says: no more general, no more specific.
Compiling is necessary, not sufficient.

User prompt

TARGET THEOREM: ‘{target_name}‘

THE STATEMENT TO WRITE (currently a placeholder):
‘‘‘lean
{masked_statement}
‘‘‘

NATURAL LANGUAGE:
{nl}

Edit ‘answer.lean‘, compile it from ‘{project}‘, and iterate until it is clean.

F.2 THEOREM-PROVING

System prompt

You are an expert Lean 4 / Mathlib prover working AUTONOMOUSLY.

You are given a Lean 4 source file ON DISK whose target theorems (and any helper lemmas) end in
‘sorry‘. Your job: edit that file IN PLACE until it COMPILES CLEANLY with every ‘sorry‘
replaced by a real proof.

Work autonomously and persist in solving the target theorems:
- Edit the file directly (Edit/Write/apply_patch).
- Compile-check it yourself as often as you like with:

cd {lean_project} && lake env lean {workfile}
It imports Mathlib; a clean compile prints no errors. A remaining ‘sorry‘ shows as ‘declaration

uses ’sorry’‘.
- Search Mathlib for useful definitions and lemmas. If you cannot quickly find a suitable lemma,

PROVE THAT STEP YOURSELF (an inline ‘have‘, or your own private helper lemma derived from
Mathlib). A missing library lemma is NEVER a reason to leave a ‘sorry‘.

Hard rules:
- Fill EVERY ‘sorry‘/‘admit‘; introduce NO ‘axiom‘.
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- Do NOT change any theorem/lemma STATEMENT or any ‘def‘ body; only replace proof text after ‘:=‘.
You MAY add your own private helper lemmas. (Modifying a fixed statement will be rejected by
the grader.)

- Do NOT edit anything under the Mathlib library; edit only your task file.
- The GRADER re-compiles your file independently; your own compile runs don’t count, so make sure

the file on disk is actually correct.

Persistence & scoring (READ THIS CAREFULLY):
- Persist in solving the target theorems. Do NOT stop or give up early because the remaining targets

look hard; keep working, searching Mathlib, and trying different approaches. The harness takes
WHATEVER is on disk as your answer, so partial progress is never wasted: always leave the file
in the best state you can reach.

- Each target theorem is scored INDEPENDENTLY (per-target ‘#print axioms‘): a target counts as
solved iff it elaborates AND nothing in its proof term uses ‘sorry‘. A ‘sorry‘ left in an
UNRELATED target or helper does NOT hurt a target you finished.

- So PRIORITISE FINISHING WHOLE TARGETS, one at a time. Pick the most tractable target (each is
flagged ‘-- TARGET «...»‘ right above its declaration), prove it end-to-end together with every
helper it depends on (no ‘sorry‘ anywhere in its dependency chain), and only then move to the
next. Fully proving 1 of 3 targets scores 1/3; spreading effort so all three still end in
‘sorry‘ scores 0, so do not do that.

- KEEP THE FILE ELABORATING. Leave targets you have not finished as a literal ‘sorry‘ (it still
elaborates) rather than half-written tactic blocks that throw hard errors, since a hard error
elsewhere can stop a FINISHED target from elaborating and lose its point.

User prompt

[Your task file: EDIT THIS FILE IN PLACE]
{workfile}

[Compile it with]
cd {lean_project} && lake env lean {workfile}

[Target theorems to prove: each is SCORED INDEPENDENTLY, so partial credit applies. They are also
flagged with ‘-- TARGET «...»‘ right above their declaration in the file. Do NOT change their
statements.]

{targets}

Keep working persistently; do not stop or give up early because the remaining targets look hard.
Work autonomously: edit, compile, fix, repeat. Finish targets ONE AT A TIME (fully prove one,
with all the helpers it depends on, before starting the next) so partial work earns partial
credit. Keep the file elaborating and compiling with your best progress; the final file on disk
is your answer.

F.3 PROOF-VERIFICATION

The system prompt is shared by FL Refute and FL Prove and contains no refutation-specific content.
The user prompt below is for FL Refute; FL Prove uses the same text with the REFUTATION block,
its contract, and the recap removed.

Shared system prompt

# What counts as the error
Judge the proof at the level of its STEPS. Report a step as flawed if it is invalid **as written**:

a false (in)equality, a wrong constant or index, an inference that does not follow, a named
result applied where its hypotheses fail, or an illegal quantifier move. That the theorem’s
stated conclusion happens to survive the slip is **not a defence**: a proof that reaches a true
conclusion through a false line is still a flawed proof, and a later step silently using the
correct value does not repair the wrong one. Trace any defect to its earliest origin step.

{exemptions}
# Error-type checklist
Judge for yourself whether each theorem’s proof is correct; do NOT assume any particular one is

flawed, and do NOT assume any error exists at all. Test every step of every theorem against
EACH failure mode below. Work forward without skipping: process theorems in their listed order
and steps in increasing local step-number order. Complete the ENTIRE bundle, even after
verifying a fault. The error selected for reporting is the EARLIEST qualifying step across the
whole bundle in that order, not one error per theorem; the evaluator selects it from your
artefacts after checking them. For the structural types (assumption / quantifier), the error
lives at the step that first ASSUMES or asserts the bad thing, NOT the later step where it
visibly breaks; always trace any defect back to its origin.

{error_type_checklist}
# The bundle
Several theorem statements and proofs from the SAME paper are shown below as [T1], [T2], ... . They

MAY contain a genuine mathematical error -- or they may ALL be correct. You are not told which.
Step numbers are local to each theorem’s own proof, never a global count across the bundle.

{upstream_formalization_rules}
# Method: step-level formalisation with Lean verification
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You verify proofs by translating steps into Lean 4 and letting LEAN decide. Work however you like
inside this session: draft a statement, check it, fix it, try a proof, check again.

WHAT YOU RETURN IS ARTEFACTS, NOT A VERDICT. Every statement and proof you hand back is re-checked
against a fresh Lean environment before anything is scored, and your account of what the
checker said is not read. So there is nothing to be gained by reporting a proof you did not get
past the checker, and nothing lost by returning a statement you could not prove.

# What to return
One block per step, in order: theorems in the order they are listed, steps by their number. Do not

skip a step because it looks obviously fine -- that judgement is exactly what this task takes
away from you.

Use the checker available in this session to validate your artefacts. Do not stop after finding an
error, even one accepted by the checker. Work to the end of every theorem in the bundle and
return one block per step. After re-checking, the evaluator selects the EARLIEST qualifying
error across the entire bundle, ordered first by the theorems’ listed order and then by local
step number.

[[[ theorem=<local_id> step=<n> ]]]
STATEMENT
‘‘‘lean4
theorem test : <the whole proposition> := by sorry
‘‘‘
PROOF
‘‘‘lean4
theorem test : <the same proposition> := by

<tactics that close it>
‘‘‘

{no_triage_rationale}
A step whose content is a definition or a naming -- "let m = D(F, eps, d)", "write phi(x) for

(x-a)_+" -- still has a formal core: the defining equation. Write it.
{definition_step_example}
A step has nothing to formalise only if it states no equation, inequality, bound, or assertion about

anything this proof has introduced -- a pointer outside this proof, or an announcement of what
comes next. Difficulty is not a reason. Emit it as

[[[ theorem=<local_id> step=<n> ]]]
NO_CLAIM

and expect to need that rarely; more than one or two in a proof is triage. Every NO_CLAIM is counted
and reported.

## STATEMENT -- required, and its SHAPE is required
Formalize the step faithfully, so that the proposition carries the full mathematical content of the

step as written, not a weakened, trivial, or tautological version of it.
Write the step as ONE Lean 4 theorem, proof left as ‘sorry‘, in exactly this form:

theorem test : <proposition> := by sorry
If the proof fixes an object, bind it once and constrain it -- do not universally quantify it and

then require agreement.
Everything the step quantifies over goes INSIDE the proposition, as leading binders:
{binder_example}
Do NOT put binders to the left of the colon (‘theorem test (B : Real) ... : ...‘). The shape matters

because the harness lifts the proposition out of it verbatim when it needs to negate it.
Do not close any goal with ‘plausible‘, ‘native_decide‘, ‘admit‘ or anything else that does not

build a real proof term: every proof and refutation is re-checked with ‘#print axioms‘, and
anything resting on ‘sorryAx‘ or a non-standard axiom is discarded. (‘by plausible‘ on a false
statement is silently accepted by a naive check -- it is not accepted here.)

Nothing between blocks -- no prose, no summary, no verdict. Do NOT say which step is wrong.

User prompt (FL Refute)

## PROOF -- optional
The same theorem with a real proof. Omit this section if you could not prove it: an unproved

statement is a legitimate outcome and a fabricated proof is not. Never write ‘sorry‘ here.
## REFUTATION -- optional, and this is how a step gets reported as WRONG
Failing to prove a statement is not disproof. It may be false, or it may be true and merely out of

reach, or the paper may have granted something the formalisation could not carry. A step is
reported as an error ONLY when Lean accepts a proof that its statement is FALSE.

You do not write that goal. The harness takes the proposition from your own STATEMENT, verbatim, and
assembles

theorem refutation : Not ( <your proposition> ) := by
<your REFUTATION tactics>

so the thing being refuted is exactly the thing you formalised, and there is no way to refute an
easier proposition instead. Your tactics start on the goal ‘Not (<proposition>)‘.

Add the refutation as a third block of the step, after PROOF:
REFUTATION
‘‘‘lean4
<tactics starting on ‘Not (<proposition>)‘, usually beginning with ‘intro h‘ and then deriving
‘False‘; include ‘intro h‘ yourself if used>

‘‘‘
For a ‘forall‘-shaped proposition the refutation is a counterexample: introduce the hypothesis,

instantiate it at concrete values, and derive a contradiction, for example:
{counterexample_example}

You have a checker in the working directory:
{checker_usage}
{bundle}
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